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Introduction: This report describes the observing setup and oper-
ating procedures for tracking satellites at COSPAR 4553. Satellite
tracking at this site started in May 2012 using a video camera. The
aim of the tracking project is to obtain positional measurements of
classified objects while minimizing the workload on the operator.

Observing setup: Observations are obtained with a Watec 902H2
Ultimate low-luminosity video camera. This camera operates in
CCIR mode and produces gray-scale images of 720 × 576 pixels in
size at a rate of 25 frames s−1. A Canon EF 50 mm F/1.8 II SLR lens
with the video camera through a C-mount to Canon EOS adapter.
This lens provides a field-of-view of 7.◦2 × 5.◦4 and a pixel scale of
36.′′0 pix−1 in the horizontal direction and 33.′′4 pix−1 in the vertical
direction. The camera is mounted on a generic ball-head which
is attached to a window ledge (see Fig. 1). From this position the
camera has a view of the North-Eastern and South-Eastern sky.

Data acquisition: The video camera is used to record uncom-
pressed still frames directly onto a desktop computer running Linux
Ubuntu 11.04 using an EasyCap DC-60 S-Video to USB adapter. The
frames are recorded in the PGM format (http://en.wikipedia.
org/wiki/Portable_anymap). This is a very basic image format
consisting of a plain text header followed by the gray-scale image
which is encoded as 8 bits (256 pixel values per color). A single
frame of 720 × 576 pixels is 406 kB in size, and at 25 frames s−1 the
data rate is 9.8 MB s−1.

The FFMPEG (http://ffmpeg.org) package is used to encode the
video stream as PGM images. This includes the libavcodec PGM en-

Figure 1: The video camera and lens are mounted on a ball-head
which is attached to the window ledge.

coder and this encoder was modified to write timestamps into the
header of each frame. Each timestamp is read from the internal com-
puter clock. This clock is synchronized against master clocks us-
ing the NTP protocol (http://en.wikipedia.org/wiki/Network_
Time_Protocol). Initial tests where a DCF-77 radio controlled clock
was filmed indicated that the timestamps were accurate to within a
single frame (40 ms).
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Instead of writing the still frames to a hard disk they are written
to shared memory. This is a file system that exists in RAM, not on
a hard disk. As such it has very high read and write speeds and
can easily sustain the 9.8 MB s−1 data rate. On Linux distributions
the shared memory area (/dev/shm) typically takes up upto 50% of
the available RAM and if the shared memory can both be used as
shared memory, but also as normal RAM.

The second step in the acquisition process is to compress a sequence
of 250 contiguous still frames into what is called a four-frame1. This
compression method was designed to detect meteors, but is equally
applicable to detect satellites. It relies on the notion that a satellite
will be brighter than the background and when a satellite passes
over a pixel of the video camera, then in that frame the pixel value
will be larger compared to the preceding and succeeding frames.
Hence, from a sequence of contiguous frames, the software com-
putes for each pixel, the following four values; 1) the mean pixel
value, 2) the standard deviation in the pixel values, 3) the maximum
pixel value in the sequence, 4) the frame number in which the pixel
value had the maximum value. These four values make up four
frames in a four-frame image. Figure 2 shows maximum pixel value
and frame number containing the maximum pixel value compo-
nents from a four-frame.

The custom software reads a sequence of contiguous still frames and
outputs a four-frame in FITS format using the qfits (http://www.eso.
org/sci/software/eclipse/qfits/html/index.html) library for
reading and writing data in the Flexible Image Transport System
(FITS) format. The timing information from the still frames is stored
in the FITS header. The pixel values of the four frames are stored
as 32 bits floating point numbers, giving a single four-frame FITS
file a size of 6.6 MB. While the still frames are recorded, a parallel
process creates a four-frame FITS files for every 250 contiguous still
frames, comprising 10 s of data at the 25 frames s−1 frame rate. As
such, the data rate is reduced by a factor of 15 to about 660 kB s−1.
The parallel process deletes the still frames once they have been
compressed into a four-frame.

1See § 2.2 in http://cams.seti.org/CAMSoverviewpaper.pdf

Figure 2: The two components of a four-frame that store the max-
imum pixel value (left) and the frame number in which the maxi-
mum pixel value occured (right). These two components store the
position and time propagation of the satellite.

Data reduction: The reduction process is split up into two steps.

The first step in the reduction process calibrates the astrome-
try of each four-frame FITS file. To do this, the positions of
stars on the mean frame in the FITS file are measured using
the sextractor program (http://www.astromatic.net/software/
sextractor). These pixel positions of stars in the image are then
matched against catalogued values from the Tycho-2 catalog. For
one four-frame, the operator has to provide estimates for the right
ascension and declination of the center of the image, as well as es-
timates for the pixel scales and for the rotation of the image, to a
custom program that allows the operator to interactively match the
list of pixel positions of stars in the image against the catalogued
values. When a minimum of three stars are matched, routines
from the wcslib (http://www.atnf.csiro.au/people/mcalabre/
WCS/wcslib/index.html) library for implementing the ”World Co-
ordinate System” (WCS) standard in FITS and the GNU Scien-
tific Library (http://www.gnu.org/software/gsl/) for mathemati-
cal routines involving least-squares fitting are the used to compute
the astrometric transformation that links pixel values on the image
to celestial positions on the sky. This interactive process is iter-
ated to match as many stars that were detected in the image. Once
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the calibration is converged, the WCS calibration is stored in the
four-frame FITS file.

Since during an observing run the video camera is typically pointing
to a fixed azimuth and elevation, once one FITS image is calibrated,
the calibration can be transferred to any other four-frame FITS file
using the time information from the header. Here the calibration
from the calibrated image is used as an estimate for the new image,
and the measured pixel positions are iteratively matched against
catalogued values until convergence. In practice this means that
the operator calibrates the astrometry of the first four-frame of the
observing session, after which a parallel process waits for the cre-
ation of the next four-frame and automatically calibrates its astrom-
etry. Typically, the root-mean-square residuals of the astrometric
calibration is 25% to 50% of the pixel scale (8′′to 15′′) in both right
ascension and declination.

The second step in the reduction process takes the astrometrically
calibrated four-frame FITS files and computes predictions for all
satellites in the Space-Track and classified element sets. Using the
timing and astrometric information from the FITS header, it then
overlays all satellites presently predicted to be visible on the image
and saves the result as a PNG file. Figure 3 shows an identification
image with predicted satellite positions for the time span of the
image overlaid. This reduction step is also ran in process with the
previous two steps.

Operating procedure: Before each observing session an area on
the sky is identified where a specific or a large number of classified
satellites are predicted to pass. When the sky becomes dark enough
the camera is pointed towards this area and the data acquisition is
started. Once the first four-frame FITS file is created the operator cal-
ibrates the astrometry of the image and the two reduction processes
are started. The two data acquisition and two reduction processes
then continue to run during the night until about an hour before
sunrise when the sky becomes too bright. A mechanical timer cuts
the power to the video camera at that point and the data acquisition
process is terminated. Since a four-frame FITS file is created every
10 s, some 1500 to 2000 images (during a 4.5 hour night in May) are

Figure 3: Predicted satellite positions from the Space-Track (black)
and classified (blue) element sets overlaid on an astrometrically cal-
ibrated four-frame FITS file.

obtained. In the morning the operator browses through the iden-
tification images and deletes those that do not contain satellites.
Those images that do contain satellites will be used for analysis.

Analysis: The aim of the analysis is to identify every satellite
present on the images and to report positional measurements for
classified satellites and objects which can not be identified.

A custom piece of software has been written that allows the operator
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Figure 4: Fitting pixel position with time for a trailed satellite. Pixels
not belonging the the satellite trail are masked and linear relations
are fitted for the horizontal and vertical pixel positions with time.
The blue circle is the fitted satellite position.

to interactively measure the position and time of a satellite from a
four-frame FITS file based on the astrometric calibration and timing
information present in the header of the file. The software has two
operating modes.

The first mode requires the operator to place the cursor on the
track of the satellite in the maximum pixel value frame. The pixel
position is then converted into a celestial position. That same pixel
position is then used to find the corresponding frame number in
which the maximum pixel value occured. The frame number is then
used to determine the UTC timestamp of that frame from the FITS

header. The position and time information is then automatically
formatted into the IOD format, and the operator can then specify
the designation of the object as well as the observing conditions and
the optical behaviour.

The second mode is aimed at determining more accurate positions
and times by using the information from as many pixels in the trail
as possible. This mode is typically used for brighter satellites which
have well defined trails. First, the operator uses the cursor to select
the area on the image that contains the trailed image of the satellite.
Pixels that do not belong to the trail are subsecquently masked
by only selecting pixel values above some limit, or by manualy
masking specific pixels using the cursor. The unmasked pixel values
should all belong to the satellite trail, and the maximum pixel value
and frame number components now specify the position and time
information of the trail (see Fig. reffig:4).

Next, linear functions are fitted to the position and time information
of each pixel in both coordinates; x(t) = x0 + cx(t − t0) and y(t) =
y0 + cy(t − t0). Here t0 is time of the mid-point of the trail and x0
and y0 is the pixel position of the satellite at t0. cx and cy represent
the motion of the object with time in pixels s−1. The x0 and y0
position is converted into a celestial position using the astrometric
header information, which is valid at the time of the mid-point
t0. As before, the position and time are then formatted into the
IOD format and the operator further has to add the designation,
observing conditions and optical behaviour.

The resulting positional measurements are then posted to SeeSat-L.
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